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INTRODUCTION

The administration of government programs, such as tax collection, law enforcement or

health care, typically requires the collection of data on participating individuals. The resulting

administrative records, which can often be temporally and spatially linked to other records, have

proven to be a rich source for statistical analysis in their own right.1 The increased recognition of

the value of administrative data for enhancing the information on survey data is evident in the

establishment of at least one national center dedicated to research on the topic.2

There are very good reasons for the increased frequency with which researchers and

agencies are linking administrative records to survey data. Some are cost-based: survey data have

become increasingly costly to collect, while administrative data have become cheaper, more

extensive and more available in electronic form. Some are quality-based: the willingness and ability

of respondents to provide survey information has declined while the increasingly routine electronic

capture of information has mitigated early concerns about the quality of previously manually

entered files. And yet others have to do with understanding why different population estimates

arise from survey and administrative records sources. But probably the most important reason is

the potential to create new insights into human behavior by combining and leveraging vast

amounts of administrative data with rich survey data in innovative ways.

1 As the United Nations Statistical Division (2003) has noted, “.. the dependence of many offices on
tax and pension-related administrative records has increased substantially. Tax and social security-
related statistics developed as a by-product of new statistics on consumer behaviour, which
resulted from linked survey and administrative records. In the near future, as the use of the
Internet for business and consumer related-matters and for research, education, etc. becomes
universal, it is likely that the realm of statistics will expand even further.”

2 The Economic and Social Research Council (ESRC)National Centre for Research Methods has
established an ADMIN node, whose main aim “is to develop and disseminate methodology for
making best use of administrative data by exploiting survey data, and for making best use of survey
data by exploiting administrative data.”
http://www.ncrm.ac.uk/about/organisation/Nodes/ADMIN/ accessed November 15, 2008
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Although links between administrative and survey data can indeed advance our

understanding of social and economic phenomena, the process does raise important issues that

need to be addressed. Survey researchers must first determine what administrative data are

available. They must then secure permissions to access the data from the data custodians, which

typically involves a variety of confidentiality and ethical considerations. They must then pay

attention to what entities will be linked, and be concerned about whether the measures captured in

administrative records match the economic or social concepts of interest. They then need to choose

way in which the links will be made, which is critical to ensuring that the records linked from the

different data sources refer to the same entities. Given the complexity of the process, researchers

also need to take steps to ensure high quality metadata documentation.3 Researchers should be

prepared to address a number of technical issues, such as potential systematic biases resulting

when it is not possible to match some records, and selecting appropriate statistical techniques.

Finally, some attention should be paid to archiving and curating the resulting database

infrastructure, as well as providing access to other researchers interested in replicating and

extending the original research.

This chapter examines each of these issues in turn. Since the use of administrative records

to enhance survey data has become so widespread, I do not comprehensively review all work in the

field. Different aspects are illustrated by appealing to two case studies throughout, one from the

U.S. on labor markets, and one from the U.K. in the field of pension benefits. The chapter concludes

with some ideas for what the future holds in terms of record linkage.

3 Metadata are often called “data about data”. A good discussion can be found at the International
Household Survey Network’s Microdata documentation website
http://www.internationalsurveynetwork.org/home/?lvl1=tools&lvl2=documentation accessed
November 14, 2008.
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DEFINING ADMINISTRATIVE DATA

The term “administrative data” is broadly used in this chapter. One good definition of

administrative records is “information that is routinely collected by organisations, institutions,

companies and other agencies in order that the organisation can carry out, monitor, archive or

evaluate the function or service it provides” (p. 2) (Calderwood and Lessof, 2006). Another useful

one is: “Administrative data describe information which arises via the operation of a transaction,

registration or as a record of service delivery. They relate specifically to the administration of a

system or process and are not primarily generated as research resources” (p. 1)(Jones and Elias,

2006). Both definitions are consistent with the first of two types of data identified by the General

Accounting Office (GAO) report (Droitcour, 2001): administrative datasets, which program agencies

have created to operate their programs (like pension, tax or health datasets).4 The GAO also

identifies “records-research datasets”, such as clinical records or birth and death records, as being

of interest, and such data also lie within the scope of this chapter. As well, this chapter uses the

term to cover the many transactions datasets that are becoming available, such as credit card

records, stock price information, and cellular telephone or Internet records, potentially giving us

much greater insight into people’s behaviors at or close to the time they occur (Couper, 2002).

We also take a broad approach to different ways in which data can be linked. As Figure 1

shows, links can be constructed for many elements in a record. For example, the respondent in a

survey can be linked with their own administrative records (also known as survey-archive linkage,

as in the upper path in Figure 1). In the Health and Retirement Survey (HRS), for example, the

survey respondent gives their informed consent to the researchers to use their Social Security

Number as a link to the Social Security Administration’s Earnings and Benefits File (Mitchell et al.,

1996). In another type of linkage, a survey respondent can be linked to administrative records on

4 Paraphrased from Droitcour, 2001 (p.36).
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relatives, friends or co-workers (also known as multi-person linkage, illustrated by the middle path

in Figure 1). This kind of approach was used to link the survey-based Decennial Census

information on where respondents worked to the administrative-records-based Census Business

Register, and create a Worker Establishment Characteristics Database (WECD) to examine

workplace segregation (Hellerstein et al., 2008). A third type of linkage adds contextual

information about a person’s neighborhood, school or employer to survey data (also known as

person-context linkage, as in the lower path in Figure 1). In the Add Health survey, for example,

global positioning system (GPS) data with the exact location of households in the survey are used to

link them with aggregate administrative data on neighborhood crime, health and other community

information (Harris, 2007).
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Figure 1: Alternative Linkages Approaches
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CASE STUDIES

There is a vast variety of examples that is too rich to summarize: [see, for example

Droitcour (2001) for the United States and Calderwood and Lessof (2006) for the United Kingdom].

Some, like the U.K. Millennium Cohort Study5, feature interesting challenges such as linking survey

data to health data such as Hospital Episode Statistics and Vital Registration data. Two case

studies, both examples of the survey-archive linkage approach in Figure 1 (i.e., linking a

respondent’s survey responses to his/her own administrative data), illustrate the challenges and

advantages of linking administrative and survey data. The first is a particularly useful illustration

of the value of linking for improving survey quality; the second exemplifies linkage for creating new

sources of information.

The English Longitudinal Study of Aging (ELSA). The ELSA is a very interesting and

complex survey in its own right, but the project’s links to administrative records result in a dataset

that provides information well beyond that available in survey data alone. Indeed, the study has

linked its survey responses to a wide variety of administrative records, including mortality data

(from the U.K.’s National Health Service Central register), cancer data, hospital episode statistics,

benefits and tax data, national insurance records, and private pension information. The principal

investigators make use of the links for a variety of reasons: to collect data that the respondent

cannot report accurately, or may not even know (particularly in the case of medical records). Other

reasons include the ability to examine retrospective and prospective measures, as well as to make

comparisons with the non-surveyed population (Banks et al., 2005).

The Longitudinal Employer-Household Dynamics (LEHD) Program.The LEHD program

was established in 1998 as a program to bring together a variety of already-existing administrative

and survey data under the auspices of a national statistical institute (the U.S. Census Bureau). The

5 http://www.cls.ioe.ac.uk/studies.asp?section=000100020001
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main intent of the program was to create an entirely new source of information by linking disparate

datasets (Abowd et al., 2004; Lane et al., 1998). The basic framework is illustrated in Figure 2. The

linkage record in the LEHD program consisted of the universe unemployment insurance wage

records held by state agencies and tax records held by the national tax agency. These records,

which had both business and worker identifiers on the same form, were used to link existing

Census Bureau survey and administrative data on businesses (using business identifiers) to survey

and administrative data on workers (using worker identifiers). That enabled the creation of a new

data infrastructure which tracked the dynamic interaction of workers and firms in the labor

market.

Figure 2: The LEHD program structure

The features of the LEHD program that make it interesting as a case study are that it was

established as a program by a national statistical agency, and as such it produced a number of

statistical products that illustrate one dimension of the value added of a linkage approach. It also
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required the collection of large numbers of sensitive records owned by a number of state and

federal agencies, and hence addressed a series of access and confidentiality challenges.

ADVANTAGES AND APPLICATIONS OF LINKING DATA

The advantages of administrative data as a complement to survey data are many, including

sample size, minimal attrition, accuracy, timeliness, non-intrusiveness, availability of historical

information, and linkability (Jones and Elias, 2006). Of course, many of these features are also key

to their value as a research resource in their own right, and are elaborated on below in connection

with selected applications that have utilized them together with information from surveys.

ASSESSING SURVEY QUALITY. There is a long tradition of using administrative data to

improve survey data (Jenkins et al., 2004; Jenkins et al., 2008). Applications range from estimating

the amount of under-coverage of a survey and estimating the amount of attrition, as in ELSA; to

correcting bias in imputations—enabling the direct editing of survey items; to evaluating the

quality of item responses (Chappell et al., 2005). A good example of the issues that have to be dealt

with in improving survey estimates is provided in a series of articles on the Improving Survey

Measurement of Income and Employment (ISMIE) project; another recent U.S. example is the value

added for geographic coding (Freedman et al., 2008).

A particularly influential study of the relationship between earnings reported in tax data

and earnings reported on survey data (Bound and Krueger, 1991) found that although the mean

error was zero, the error variance is about 0.10 for men and about 0.05 for women (see Figure 3

below). In addition, earnings for younger and married men are underreported.
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Figure 3. Discrepancies between earnings reports in surveys and in tax data, from Bound and
Krueger(1991).

The research also found that the measurement error was positively autocorrelated within

individuals over time and negatively correlated with true earnings. The resulting recommendations

– to develop and apply a broader range of measurement error models that allow for nonclassical

measurement error – influenced a generation of researchers in the study of earnings distributions.

However, although the Bound and Krueger study assumed that the administrative records were the

“gold standard” against which survey data should be compared, it is worth noting that there are

sometimes very good reasons that administrative and survey data differ. The next section

describes these reasons in more detail.

UNDERSTANDING DIFFERENT ESTIMATES. Different survey data often imply different

estimates of important statistics, and linking them to administrative records can sometimes reveal

the sources of those differences. For example, a great deal of attention has been paid in the United

States to getting correct estimates of health insurance coverage – the policy implications of

different estimates have major cost implications, as evidenced by the 2008 U.S. presidential election

debates. Yet estimates from surveys vary substantially – the estimated number of individuals who

were year-round uninsured in 2001 from the U.S. Census Bureau's Survey of Income and Program
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Participation (SIPP) was 22 million, but the Current Population Survey (CPS) implied an estimate of

44 million (Peterson, 2005). Similarly, a recent study of survey estimates of Medicaid enrollment

found that enrollment stood at 48.6 million according to administrative data, while the CPS-based

estimate was 27.8 million enrollees (or a 48% undercount). Careful analysis of linked files showed

that the undercount dropped to 31% after adjusting for differences in the definition of coverage,

but survey measurement error played the most significant role in producing the undercount. In

particular, CPS respondents often incorrectly answered that they have types of coverage other than

Medicaid or that they are uninsured. This understanding can be used to help improve the CPS for

supporting health policy analysis, particularly in the use of evaluation, simulation and funding

allocation decisions (Davern, 2007).

A similar often-cited study (Hotz and Scholz, 2001) showed not only differences between

administrative and self reported data on food stamps and welfare (AFDC/TANF) receipt, but changes in

those differences over time. In 1990, for example, the CPS estimate of AFDC/TANF benefits was

$14,259 billion, or 75.6% of the actual amount paid according to administrative records ($18,855 billion).

By 1997 the CPS estimate was 10.004 billion, or 62.9% of the $15,893 billion actually paid.6 A similar

pattern was evident with the food stamp program. Since these programs are both expensive and politically

sensitive, and the CPS data provide a critical source for modeling the impact of policy changes, it is

important to understand the reasons for the different estimates. In a very thoughtful discussion, Hotz and

Scholz note that the decline in benefits reported in the CPS had two sources. One was that the CPS

coverage of the low income population, those families most likely to receive welfare benefits, had

declined over time. The second was that a redesign of the CPS survey resulted in a decrease in the

reporting of benefits.

6 See Table 9.2, Hotz and Scholz (2001).
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NEW DATA BASES. Statistical agencies are under considerable pressures to keep costs

down at the same time they are asked to create new sources of information. There has long been

recognition that combining administrative and survey data can accomplish this, leading to

innovative data products at low or modest cost (Hotz and Scholz, 2001). The LEHD program

provides a good example of how new data can be created. As Figure 2 indicates, the administrative

record links lie at the core of the program. Although the original aim of the program was to use the

administrative records simply to link the survey records on workers to the survey records on firms,

with the administrative records, the longitudinal nature of the administrative data create new

potential to understand the labor market. The ability to link individual person identifiers over time

permitted the tracking of workers’ earnings and employment trajectories. The ability to link firm

identifiers over time, together with the workers who worked within each firm, permitted the

tracking of flows of jobs (firm job creation and job destruction), flows of workers (worker

accessions and separations) as well as the earnings of both incumbent workers and new hires. This

new infrastructure thus created a new sample frame for studying economic dynamics from several

perspectives: the worker, the firm or the job (the match between the worker and the firm).

Combined with the rich demographic information from the survey data, this has led to the use of

the LEHD program to develop new measures of workforce dynamics at detailed geography and

industry levels—Quarterly Workforce Indicators—to complement the Census Bureau’s County

Business Patterns.

The order of magnitude of the flows of jobs and workers in the U.S. economy revealed by

the Quarterly Workforce Indicators is huge. Table 1 below provides an example for Philadelphia in

the third quarter of 2003. Even when net job change is negligible (about 0.2% of employment in

the first column), job creation can be substantial – in this case, about 6.5%. And separations are

almost 22% of base employment. This picture of enormous job and worker flows is even stronger
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LEHD program exemplifies the cost-savings associated with administrative data. It calculated that

in 2002 it leveraged an existing $300 million investment in federal and state data. No new data

collection was necessary and no respondents were burdened in the creation of this new

information. The additional cost of processing the administrative records was 2 cents per case per

fiscal quarter – compared with the average cost of up to $1,000 per case for a face to face interview.

ETHICAL AND LEGAL ISSUES

The ethical and legal issues associated with linking survey data with administrative records

present a major set of challenges. Getting “informed consent” typically requires that the

respondent agree to the linkage. There is an obvious tension, however, between informing

individuals about all the ways in which their data should be linked, why the links are being done,

and how their data will be protected, and the likelihood that the respondent will understand the

complexities involved and give permission to link his or her data. It is particularly difficult when, as

in the example of the LEHD program, it is difficult to know in advance all the possible utility that

can be derived from such links. A good discussion of many of the issues was covered in a National

Science Foundation workshop (Madsen, 2003). The challenge is exacerbated when minor children

are involved, and is particularly acute with longitudinal surveys, where a trust relationship has to

be established.

The ELSA project has been particularly proactive in trying to address this challenge. A

number of ethical and legal considerations arise as a result of the longitudinal nature of the study.

“Respondents have so far been reminded at each interview of the permissions that they have given

and the implications of these permissions. Following the same approach, it could be argued that

when respondents withdraw from a longitudinal survey they should be reminded of the

permissions they have previously given, especially if this allows the survey to collect information
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about them into the future, in order to give them the opportunity to withdraw these permissions as

well” (Calderwood and Lessof, 2006).

An example of one ELSA consent form is provided in the appendix. It provides for quite

general use of administrative linkages. It highlights the value to the study of the links, assures the

respondent that the use of the links is for research purposes only, and reminds them that the

resulting information will be confidential. It is also explicit about which administrative record links

will be made.

PRAGMATIC ISSUES

Of course, a number of pragmatic issues arise, including getting permission to access administrative

data and developing a technical and organizational environment to protect the confidentiality that

has been promised to respondents.

GAINING ACCESS. Getting permission to use administrative data for purposes other than those for

which they were collected can be an extremely time consuming process. Each data custodian is

responsible for fulfilling their agency’s mission, which is typically programmatic in nature.

Allowing researcher access is usually not within their mandate, however important the broader

social or research goal. In addition, resource constraints often preclude the pro bono offering of

staff time and resources. Survey researchers seeking access to administrative data should spend a

substantial amount of time identifying what kind of research or analysis is likely to be of mutual

interest to the data custodian and the researcher. Finding mutually beneficial applications involves

studying the administrative dataset to understand its strengths and weaknesses, investing time in

developing personal relationships, and potentially raising funds to reimburse the data providers for

the costs incurred.
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Once an agreement to share data is reached, the next step is to develop a memorandum of

understanding with the data custodian. This will typically detail the legal basis for data access, the

conditions of access, the technical conditions under which the data will be protected, as well as the

responsible signatories to the agreement. The LEHD program provides an illustration of the length

of time that this process can take: obtaining an agreement with the initial state took about two

years; the 48th partner agreed in 2008, some 8 years later.

PROTECTING CONFIDENTIALITY. There is a vast literature on protecting confidentiality.

There are relatively few options available for the dissemination of micro-data (see Vardigan and

Granda, this volume): public use files (including synthetic data files), restricted-data access

agreements, on-site access protected sites, and remote-access protected sites. Each of these has

different costs, different re-identification risks, and different benefits [see Doyle et al. (2001) for a

full discussion of the issues]. The risk of re-identification is high with linked administrative and

survey data, because of greater potential for re-identification of respondents from the increased

availability of data on the web, as well as better matching software (Brady et al., 2001; Doyle et al.,

2001). An additional challenge is that linked data are inherently much more identifiable than

survey data alone. Not only are linked data potentially reidentifiable by the administrative records

owner (which is a particular issue if the owner is an enforcement agency) but the sheer level of

detail available in administrative data provides ample potential opportunity for reidentification.

Thus more stringent access controls are likely to be necessary. This raises a major concern about

the transparency of the linkage procedure, however. There are many complex decisions that must

be made at each step of the process: access by other researchers is critical if the analytical work is

to be replicated.

This means that it is important to create a data protection environment that addresses a

series of technical and social challenges, namely:
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economics a “job” is generally thought of as a specific slot within a firm, the only measure available

to the LEHD program is an employer-employee match. The job may span any period of time, from

one day to one quarter, to a year or more, and earnings can be as low as a few dollars. While data

on earnings might be collected, data on hours and weeks worked might not, resulting in an inability

to calculate an hourly wage. As a result, a number of somewhat ad-hoc rules may need to be

applied, such as earnings thresholds or attachment criteria to ensure that a job was held for an

economically meaningful length of time. The objective is to make the administrative information

reflect the economic concepts as closely as possible. Similarly, although the typical interest of

economists is to study the industry and location of firms, the only administrative element available

to them is an employer identification number. This may reflect an establishment, an enterprise, a

firm, or a simple accounting identity. Extreme care must then be taken in, for example, assigning

industry codes or locations to individual employers (Abowd et al., forthcoming).

Indeed, survey data are often richer than administrative data. For example surveys can

collect a comprehensive set of income elements, including labor earnings, cash benefits derived

from social programs, and income from assets, while administrative data sources often contain only

information on a single type of income, or those sources of income needed for the purposes of a

particular record-keeping system (Hotz and Scholz, 2001).

Coverage. Surveys generally sample the population of interest, while administrative data

need to be treated with some care and understanding of both the nature of the covered population

and the likelihood of accurate reporting. Because administrative data are derived from the

administration of a program, the coverage will be limited to those individuals or households eligible

for the program. Thus, for example, the Hospital Event Statistics (HES) dataset linked to the ELSA

survey will only capture individuals who actually went to a hospital – it will not capture all those
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who “should” have gone to hospital, but did not.8 Similarly, the LEHD program only captures

employment covered by the unemployment insurance (UI) program, which introduces a series of

potential biases(Stevens, 2007). In particular, as noted by Stevens, each state UI law includes

employment coverage and exception-from-coverage language that reflects the unique history of

interest group dynamics in that state. Employers may have a financial interest in limited coverage

because this lowers their state UI tax liability. Workers who are, or think they may be, vulnerable to

involuntary interruption of or termination from employment seek an inclusive definition of covered

employment, and try to defeat attempts to except currently covered employment. But for a state UI

agency, non-coverage is an undefined residual of all employment that is not defined as covered in

the state UI law. Stevens also notes that managers of state UI programs have little motivation to be

interested in employment that is not defined as covered. Similarly, employers may fail to report on

employees either consistently or intermittently. Corrections are unlikely to be retroactive.

Finally, an important additional methodological issue could affect the coverage of the final

linked dataset. Some research suggests biases due to the request for consent to record linkage, and

that the nature of the biases differs by consent question. That research not only finds that some

respondents who are asked to link data have higher rates of item non-response but also that there

is systematic selection bias in those who consent to linkage relative to those who do not consent,

and this bias depends on the consent question9 (Jenkins et al., 2004).

8 A detailed description of the HES data is available online at http://www.hesonline.nhs.uk

9 At the end of the ISMIE interview, all respondents were asked: “This is a special year for the survey as we
have gained funding to carry out additional analysis to assess the quality of the data we collect on the survey.
This work is especially important as data from the survey are used by many policy makers and government
departments. So it is important that we can say with certainty that the data we provide is accurate and giving
the correct information. To ensure that our records are complete and accurate, we would like to use
information held by the Department for Work and Pensions and Inland Revenue about your benefits and tax
credits (but NOT about your income tax). Are you happy to give us your permission to link your answers with
the administrative records held by these government departments?” If consent was given, then the
respondent was also asked: “To help us make this link to the administrative data, can you tell me your
National Insurance number please?” If the respondent was an employee, then s/he was also asked: “Another
part of the work on checking the accuracy of the data we collect involves contacting your current employer
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MATCHING PROCEDURE

The actual matching of administrative data to survey data is a non-trivial exercise and there

is an enormous literature on matching too vast to summarize here (Winkler, 2005, 2006). The main

challenge is that it is essential to be sure that a pair of entities matched from two different data

sources are indeed the same entity.10. Thus researchers need to determine which overlapping

variables in each file, such as name, ID number, or address, are matchable. An excellent summary of

the issues is provided by Winkler (2006) in discussing Table 2, which I have adapted for this

chapter.

Table 2. Elementary Examples of Matching Pairs Of Records (Dependent on Context)

Source ID Name Address Age
Survey 123 John A Smith 16 Main Street 16
Admin. 132 J H Smith 16 Main St 17
Survey 123 Javier Martinez 49 E Applecross Road 33
Admin 132 Haveir Marteenez 49 Aplecross Raod 36
Survey 123 Gillian Jones 645 Reading Aev 24
Admin 123 Jilliam Brown 123 Norcross Blvd 43
Source: Winkler (2006)

A number of different procedures can be used. The most primitive approach is to rely on exact

matching (for example, a direct merge of the ID numbers). Since exact matching is likely to be

fraught with errors, researchers could also use judgmental matching. Though the identifiers in the

survey and administrative data differ for the first and second pairs of individuals in Table 2, the

similarity of names, addresses, and ages suggests that they are likely to refer to the same person.

More contextual information might also be used by a human being to infer that the records in the

third pair belong to the same person. If, for this pair, the researcher knew that the first record was

for some details about your current job, pay and conditions. Would you give us your permission to contact
your employer?”

10 Much of this discussion is derived from a presentation by Michael Larsen at a workshop held at the
National Science Foundation “Linking NSF Scientist and Engineering Data to Scientific Productivity Data”
February 29, 2008 http://www.albany.edu/~marschke/Workshop/larsen2008sdr.pdf.
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for a medical student at the University of Michigan twenty years ago, and that the second one was from a

current list of physicians in Detroit who attended the University of Michigan, the researcher might infer

that the records represented the same individual despite the discrepancies in name, address, and age.

But examining the data in this fashion is generally impractical with large scale datasets,

particularly since administrative datasets often have millions of records. The general approach that

is used is probabilistic linking. This is undertaken in three phases: bringing pairs of records

together for comparison; calculating probability weights; and making the linkage decision

(Kendrick, 1995).

The first step is to reduce the computational burden. If, for example, two datasets, each with

one million records, are to be linked, the number of possible pairs is almost ten billion. Researchers

typically reduce the number of pairs of records to be studied by blocking on key characteristics,

such as residential zip code or age range for individuals, or industry and geography for businesses.

Second, they estimate the likelihood that two records are the same: typically this involves

estimating a likelihood function with explanatory variables including contextual variables common

to both files (such as name, address or race). A very substantial literature aims to improve

algorithms for estimating the probability that two records refer to the same person (or other

entity), as well as for standardizing string variables such as name and address. The final step is to

examine the results of the estimation, which generates an index measure bounded by 1 (a perfect

match between two records) and 0 (a clear non match). The researchers must determine the

thresholds to be used to categorize matches and nonmatches. Records which fall in between those

thresholds are typically categorized by clerical evaluation (Freedman et al., 2008). Once a decision

has been made, typically researchers will examine their results and refine the procedure.

STATISTICAL ISSUES
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The preceding discussion about matching, coverage and population issues should serve as an alert

that there are substantial related statistical issues. Fortunately, there is also an extensive literature

on which to draw (Bound and Krueger, 1991; Ridder and Moffitt, 2007). As Ridder and Moffitt

point out, the defining analytical characteristic is that no single sample contains all relevant

variables. The analytical approach to use depends on the goal of the study, the nature of the

separate samples, the nature of the combined sample and the set of assumptions that the

researcher is prepared to make.

The conceptual framework within which Ridder and Moffitt work (and the notation they

use) is that the two samples are drawn from the same population. Some variables (Y) are unique to

one sample, some to the other (X), and a subset (Z) is observed in both.

In some cases, the focus is on studying the joint distribution of variables in the matched

study, namely X, Y and Z. One example of this would be examining the impact of a change in the tax

code on the distribution of tax payments (X) by, say, occupation (Y). In other cases, researchers are

only interested in estimating econometric models: the case cited by Ridder and Moffitt is the effect

of age of entry (X) on years of schooling (Y), in which case parametric restrictions can be employed

to get valid inferences. In other situations, researchers are only interested in determining the

degree of error in a survey variable by comparing it with administrative records (as was discussed

with the CPS and TANF/AFDC example earlier). In the first two cases, standard statistical

techniques create quite wide bounds on the joint cumulative distribution function (cdf), and

parametric assumptions are needed to improve the quality of the inference. Ridder and Moffitt

consider two types of approaches: conditional independence and exclusion restrictions. While the

level of technical detail is beyond the scope of this survey chapter, the applied researcher should

certainly peruse their work with care.
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DATA ACCESS AND METADATA DOCUMENTATION

It has already been noted that linked survey and administrative data are highly sensitive. While the

creation and analysis of such information are important, no less fundamental is the dissemination

of such data, for many reasons. The first is that data only have utility if they are used. Data utility

is a function of both the data quality and the number and quality of the data analysts. A second is

replicability. It is imperative that scientific analysis be able to be replicated and validated by other

researchers. Communication is a third consideration. Social behavior is complex and subject to

multiple interpretations: the concrete application of scientific concepts must be transparently

communicated through shared code and metadata documentation. Fourth, dissemination is

efficient. Data are expensive to collect, so expanding their use, promoting repurposing and

minimizing duplication is fiscally responsible. A fifth reason is capacity-building. Junior

researchers, policy makers and practitioners need to have the capacity to go beyond examining

tables and graphs and develop their understanding of the complex response of humans to rapidly

changing social and legal environments. Access to complex linked micro-data provides an essential

platform for evidence based decision-making. Finally, dissemination of linked micro-data permits

researchers to examine outliers in human and economic behavior – which are often the basis for

the most provocative analysis.

It is thus important to develop a data infrastructure that permits data archiving, indexing

and curation. A research environment should facilitate documentation, including features such as

wikis and blogs, as well as direct interaction with data producers. This not only promotes high

quality research, but also promotes informative interaction between producers and researchers.

Two major barriers limit access to individual-level data. The first, as discussed above, is that

information on human subjects that has been collected by national statistical agencies, private

organizations or researchers is legally and ethically protected. Violating such protections can have
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severe adverse consequences not only to data collectors in terms of reputation, response rates and

legal action, but also to the entire data collection enterprise. A second barrier is insufficient

recognition of the ownership and intellectual property rights relating to data production and

sharing. Indeed, the incentives for researchers work against dissemination. The reward for

empirical work is the publication of important articles; disseminating data that have been

laboriously collected to other researchers not only increases the competitive pressure for journal

space but introduces the risk that other researchers will find empirical errors in one’s work. As a

practical matter, most fields accord little academic credit to those who collect, document, index,

disseminate and archive data, indeed, there is a very real time and money cost involved in doing so.

Given this incentive structure, rational researchers typically provide less than optimal access to the

data they have collected. Attempts by funding agencies to require the dissemination of publicly

funded data are typically honored in the breach rather than the observance.

The approaches that have been used by national statistical institutes to provide access are

often unsatisfactory. Probably the most well-known approach is to provide access via Research

Data Centers, which provide onsite access to researchers. However, the cost in time and money for

researchers to access the data in this way has led to serious underutilization(Dunne, 2001). Remote

buffered access, like that offered by the Luxembourg Income Study11 to wealth and income

microdata, only allows the remote submission of code rather than direct access. In addition, the

delays entailed in undergoing layers of review before any output is available place a high burden on

the statistical agency and often result in unacceptable delays for decision-makers.

The new movement to online remote access systems has been encouraging. This approach

uses modern computer science technology, together with researcher certification and screening, to

replace the burdensome, costly and slow human intervention associated with buffered remote

11 http://www.lisproject.org/
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access. Statistics Denmark has found that remote access arrangements are now the dominant mode

of access to microdata, Statistics Sweden has increased the accessibility of microdata for external

users at the same time that it has increased security, precisely because the client’s computer

functions like an input/output terminal. Statistics Netherlands makes use of biometric

identification – the researcher’s fingerprint – to ensure that the researcher trying to connect to the

facility is indeed the person he or she claims to be.

THE FUTURE

This chapter has provided a brief overview of the issues associated with linking administrative and

survey data. It is worth noting that new data collection modalities are emerging that pose much

more opportunity to enrich our understanding of human behavior by capturing information that

may be linked with survey data, as administrative data now are. In particular, cyberinfrastructure12

advances have fundamentally changed the way in which scientists are collecting information and

modeling human behavior. An entire life can in principle now be captured and stored on existing

media. Cybertools are being used to combine data from a variety of sources, including text, video

images, wireless network embedded devices and increasingly sophisticated phones, RFIDs,13

sensors14 and cognitive neuroimaging records.

12 Cyberinfrastructure is a term coined by the National Science Foundation (NSF) to describe new research
environments which exploit the newly available computing tools to the highest available level. These include
computational engines (supercomputers, clusters, workstations – capability and capacity), mass storage (disk
drives, tapes, and so on) and persistence networking (including optical, wireless), digital libraries/data bases
sensors/effectors, software (operating systems, middleware, domain specific tools/platforms for building
applications), and services (education, training, consulting, user assistance). See Atkins et al. (2003) for
more information. Available at http://www.nsf.gov/cise/sci/reports/atkins.pdf.

13 Radio frequency identification, or RFID, is a generic term for technologies that use radio waves to
automatically identify people or objects. There are several methods of identification, but the most common is
to store a serial number that identifies a person or object, and perhaps other information, on a microchip that
is attached to an antenna (the chip and the antenna together are called an RFID transponder or an RFID tag).
The antenna enables the chip to transmit the identification information to a reader. The reader converts the
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The capacity for this new technology to push forward the frontiers of social science

research and answer important societal questions is clear. It should be a major future research

agenda to study how such data collection activities can complement and enhance the collection of

traditional survey data.

radio waves reflected back from the RFID tag into digital information that can then be passed on to computers
that can make use of it. Source: http://www.rfidjournal.com/article/articleview/207.

14 Sensors, according to Webster’s Dictionary, are literally devices that respond to a physical stimulus and
transmit a resulting impulse. While sensors are typically used in engineering and the physical sciences (see,
e.g. http://www.nsf.gov/news/special_reports/sensor/nsf_sensor.jsp), they are becoming increasingly used
in the social sciences to capture human interactions, as subjects. A recent blog posting
(http://www.iq.harvard.edu/blog/netgov/2008/09/motion_sensors_in_laboratories.html) captures this
potential.
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